SECOND UNIT OF Q520: PROBABILITY

OUR LEARNING GOALS FOR BAYESIAN NETS

* Probability background: probability spaces, conditional
probability, Bayes' Theorem, subspaces, random variables, joint
distribution.

* The concept of conditional independence of random variables.

* Setting up an appropriate dag given a story.

* How to compute the space that a Bayesian net denotes, and the
main facts about it (without proofs).

* The factorization fact for the joint distribution on a Bayesian net
(with proof).

* Inference as “moving to a subspace”.

* (Perhaps) a bit on graphical concepts such as d-separation, how
they work and what they do.

* Why Bayesian Nets are used in the first place.
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RANDOM VARIABLES AND INDEPENDENCE

Recall that a random variable X on a probability space S is a
function to some set V/(X) called the value set of X.

We use lower case letters to denote elements of the value spaces.
For example, S might be everyone in this room, with equal
probability.

Age(s) = the person’s age in years. V/(Age) = {1,16,...,99}. We
might have Pr(A = 23) = .2.

Height(s) = the person’s height in inches.

V(Height) = {5,6,...,84}.

Flavor(s) = the person'’s favorite flavor ice cream.

Gender(s) = gender, with V/(Gender) = {m, f}.

Then we get events like Flavor = vanilla, and Height = 67.
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RANDOM VARIABLES AND INDEPENDENCE, AGAIN

We say that two random variables X and Y on a space S are independent
if every statement for of the form

PriX=x|Y=y) = Pr(X=x),

either Pr(Y = y) is 0, or the statement is true.

For example, | believe that Flavor and Height should work out to be
independent for large sample spaces.

On the other hand, Height and Age should not be independent:

Pr(Height = 50|Age = 4) # Pr(Height = 50)

In any case, we want to write Pr(Flavor|Height) = Flavor for the
first assertion.
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AN IMPORTANT NOTATIONAL CONVENTION

Convention: whenever we have an equation involving random
variables, we understand this as standing for all the equations you
can make between events by replacing each X by X = x on both
sides, in all possible ways.
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SETS OF RANDOM VARIABLES

We don't really expect Flavor and Height to be independent in
samples that include lots of children. And even there, we might
have correlations that depend on the gender.

We might well have

Flavor and Height are independent given {Age, Gender}
This means that all sentences of the following forms should be true:

Pr(Flavor = v N Height = 37|Age = 4 N Gender = m)
Pr(Flavor = v|Age = 4 N Gender = m)
x Pr(Height = 37|Age = 4 N Gender = m)
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SETS OF RANDOM VARIABLES, CONTINUED

Let X be a variable, and let S and 7 be sets of variables.
We say X is independent from S, given 7 if

Pr(X|T) = PrX|SUT)

Again, we replace each variable, say A, here by all possible events A =a. A
statement like the one above is a very succinct way to state a large number of
independence conditions.

Returning to our two symptoms and one disease:
Pr(S|D) = Pr(S|T,D).
It would be kind of pedantic, but we could even write

Pr(S{D}) = Pr(SH{T}U{D}).

Usually we only write this in case of sets with more than one element.
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DIRECTED ACYCLIC GRAPHS

A dag (directed acyclic graph) is

a set whose elements are called , or , or ,

with an edge relation on it

and with the property that there are no cycles following the arrows.

The interpretation of the edge relation is up to us, and it is always
important.

We usually think of the edge relation on a Bayesian net as
representing “causality”, but that is not part of the actual
definition.
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THE DAG STRUCTURE OF A BAYESIAN NET

A
B C
NN
D E
A: cancer B: serum calcium C: brain tumor
D: coma E: papilledema

We also define the parents c(x) of each node x

c(A) =0 c(B) = {A} () ={A}
c(D)={B,C} c(E)={C}

The idea is that c(x) typically is the “immediate causes” of x. But this is just
a rule of thumb, it is not part of any definition.
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THE SETS d(x) AND a(x)

A

VAN

B C

NN
D E

We define the descendants d(x) of each node x

A)={B,C,D,E} d(B)={D} d(C)={D,E}
d(D):@) d(E) =0

We define a(x) of each node x by a(x) = V — ({x} U d(x)):

0 a(B)={A C E} a(C)
{A B, C,E} a(E)

{A B}
{A,B,C,D}
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THE DEFINITION OF A BAYESIAN NET

Let S be a probability space. A Bayesian Net on S is a dag G whose vertices
are random variables on S.

with the property that each variable is conditionally independent of its
non-descendants given its parents:

Pr(X|e(X)) = Pr(X]e(X)U a(X)).

Caution! The U here on the right is of variables.

But in the line above it doesn’t mean the same as the English word or.
The condition is that if c¢(X) were listed as Yi,..., Yk, and a(X) as
Zi,...,Z, then

Pr(X:X|Y1 :}/17---7Yk:}/k)
= Pr(X:X|Y1 :yl,...,yk:yk,zl:Zl,...,Z/:Z/).

Again, all statements about the values of nondescendant variables
(Z's) are irrelevant, provided one works with fixed values of the
parent variables (Y's).
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THE DEFINITION OF A BAYESIAN NET, INTUTION

If we know about the causes of X,

the descendants of X may give us information about X,

but the non-descendants cannot give us any more information
about X.
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WHAT THE BAYESIAN NET CONDITION COMES TO

In our example, we would require that:

B and {A, C, E} are conditionally independent given {A}.
C and {A, B} are conditionally independent given {A}.

D and {A, E} are conditionally independent given {B, C}.
E and {A, B, D} are conditionally independent given {C}.
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WHAT THE BAYESIAN NET CONDITION COMES TO

In our example, we would require that:

B and {A, C, E} are conditionally independent given {A}.

C and {A, B} are conditionally independent given {A}.

D and {A, E} are conditionally independent given {B, C}.

E and {A, B, D} are conditionally independent given {C}.

Each of these is again a shorthand for a bunch of more concrete
sentences. Can you list some?



SECOND UNIT OF Q520: PROBABILITY

How CAN WE GET OUR HANDS ON A BAYESIAN
NET?

The first way would be “by going to nature”.

For example, we can take a large set of medical records as our
space, and actual conditions as the nodes.

If the independence assumptions that we make are “correct”, then
the statistics that we collect should give us something close to a
Bayesian Net.

This is not the way things are usually done.

(Why do you think that Bayesian nets are not constructed from
the evidence?)

We'll see a better way shortly.
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CHEST CLINIC EXAMPLE

A F
| VRN
B E G
N
C
PN
D H
A: visit to Asia E: lung cancer
B: tuberculosis F: smoking
C: TB or lung cancer G: bronchitis
D:

positive X-ray H: dyspnea
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THE MAIN WAY TO SPECIFY A BAYESIAN NET

Start with a dag G of abstract random variables.

That is, start with raw symbols and a structure that we interpret as
causality, or influence.

We'll list the nodes of G as Xi,..., X,.

Suppose someone gives us two things.

First, for each node X a value space V(X). We list the value space of X
as x1,...,%n. (In most examples, there are just two: true and false.)
Second, tables for each X, that look like conditional probabilities.

* Pr(X =x|Y1 =y1,..., Yk = yk) is between 0 and 1.

Here and below, the Y’s range over c(X).

* For each fixed y1 € V(Y1),..., ¥k € V().

Y Pr(X=x[Yi=y,....Yk=w) = 1
xeV(X)
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SPECIFYING A BAYESIAN NET, CONTINUED

Then, let S = ] V(X).

XeG
This is the set of tuples made out of the elements of the different value
spaces.

We make S into a probability space in the following important way:

Pr((x1, ... %)) = [[Pr(Xi = xilYa = y1,..., Yie = )

What we mean here is that for each variable X;, we look up the probability
that the value of X; is x; given what the tables say for the other values.
Then we multiply all those together.

Usually one would write Pr(xi, ..., xp) instead of Pr((xi,...,xn)).
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EXAMPLE, PART 1
A F
V PN
B E G
NS
C
PN
D H
We need value spaces for each node.
We take V(A) = {31, 32}, V(B) = {bl, b2}, e

The idea is that a; means “yes” and a; means “no.”

We could just take them all to be {y, n}. Our way will probably be clearer,
but there is no real difference.
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PR
E G
N S
C
RN
Pr(B = b1|A = a;) = .05 Pr(E=ea|F=f)=.1
Pr(B—b2|A_a1):.95 (E eg‘F—fl) .9
Pr(B=bi|A=a)=.01 | Pr(E=e|F=1)=.01
Pr(B=b]A=a)=.99 | Pr(E =b|F=1)=.99
Pr(G—g1|F—f1): 6 Pr(D=di|C=c¢)=.98
Pr(G=g|F=fi)=4 Pr(D = d|C = c1) = .02
Pr(G=g|F=f)=3 Pr(D = di|C = ) = .05
Pr(G=m|F=hHh)=T7 Pr(D = db|C = ) = .95
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A F
| VAN
B E G
NS
C
AN
D H

Pr(A=a;)=.01 Pr(F=f)=.5
Pr(A=a)=.99 | Pr(F=f)=.5
Note that nodes with no parents are specified unconditionally.
C and H each have two parents, so their tables are bigger.
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C is "tuberculosis or lung cancer”.

B is "tuberculosis”.
E is “lung cancer”.

Pr(C
Pr(C
Pr(C
Pr(C
Pr(C
Pr(C
Pr(C

Pr(C

—C1‘B—b17 —61)21
—CQ‘B—b]_, —e1) 0
—Cl‘B—bl,E 62) 1
—cz\bel,Efez):O
=c|B=by,E=¢)=1
_C2‘B_b2, —61)20
_C]_‘B—b27E 62) 0
—C2‘B—b2,E 62) 1

This table comes from logic.
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C is "tuberculosis or lung cancer”.
G is "bronchitis” .

H is “dyspnea”.
PI’(H: hl\C =, G :gl) =.9
Pr(H:h2|C—c1,G—g1): 1
Pr(H:hl\C—Cl,G—g2): 7
Pr(H:hg‘C—Cl,G—gz): 3
Pr(H:hl\C—Cz,G—gl): 38
Pr(H:hg‘C—CQ,G—gl): 2
PI’(H:hl‘C—CQ,G—gQ): 1
PI’(H:h2‘C—C2,G—g2): 9

All our tables could be specified with half the number of entries,
since (e.g.) each value for hy can be read from the value for h;.
But if V(H) had n > 2 elements, and if H had k parents, say each
with a value space of size 2, we would need (n — 1)2% entries.
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THE PROBABILITY SPACE S IN THIS EXAMPLE

S has 2% = 256 elements:

(a1, b1, c1,di, e, fi, 81, M), (a1, br, c1, diy e, fi, 81, ),
(a1, b1, c1,di,e1,fi,8, M), ...
Pr((al,b2,c1,d1,el,f1,g1,h1)) is

Pr(a1) - Pr(bz]a1) - Pr(f1) - Pr(ei|f1) - Pr(gi1|f1)
. Pr(hllgl, C1) . Pr(Cl‘bg, e1) . Pl’(d1|61)

which we get from the tables above as an exact number:

(.01) - (.95) - (.5) - (.1)- (.6) - (.9) - 1- (.98)
= 0002537

(Don't worry: we don't really have to calculate too many numbers
like this!)

The first magical thing is that the sum of all these 22 numbers is
guaranteed to be 1.



SECOND UNIT OF Q520: PROBABILITY

RANDOM VARIABLES ON S

We then define random variables A, B, C, ..., on our set S in the
obvious way:
A((a1, bp, c1,d1,e1,f1,81,Mm)) = a1
B((a1, b, c1,d1, e, fi, 81, h1)) = by,
C((a1, b, c1,d1, €1, f1,81, h1)) = c1, etc.
This allows us to then compute probabilities in our space S of the
form
Pr(B = b|A = a1),

for example.

The second magical thing is that the values we get this way will
exactly match what the tables say.

The third magical thingis that we get a Bayesian Net.

What does this mean??
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ANOTHER EXAMPLE

This example will have more calculations, and it will also show the
connection to logic. Finally, it will lead to the matter of inference
in Bayesian nets.

A——B
C “Cis‘Band A

V(A) {31,32}, V(B) = {bl, bz}, V(C) = {Cl, C2}.
r(a1) = Pr(a2) = 1/2.

r(bilai) =0, Pr(b1]a) = 1.

r(cl\al, bl) = 1 Pr(cl\al, b2) = 0 Pr(cllag, bl) 0,
r(ci]az, b2) = 0.

“B and A are opposites.”

P
P
P
P
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ANOTHER EXAMPLE, CONTINUED

The space S here has 8 points.

’ point ‘ prob | point ‘ prob ‘
(al7b17C1) 0 (a2ablvcl) 0
(a1, b1,2) | 0 (a2, b1,02) | 1/2
(a1, b, c1) | O (a2, b2, c1) | O
(a1, b2, ) | 1/2 | (a2, b2, 2) | O

As always, we have A((a1, b1, c1)) = a1, C((a2, b1, ©2)) = ¢, etc.
We also have Pr(A=a;) =1/2, so Pr(A=a;) =1/2

Pr(B = b1) = 1/2, and siginficantly, Pr(C = ¢;) = 0.
Pr(B=bi|/A=a1)=0,s0 Pr(B=h|A=a)=1.

PF(C = C2‘A = ai, B = b2) =1.

The point is that the orginal tables hold!
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ANOTHER EXAMPLE

50% dl 50% b1

NS

_<c
0% 1

Note that it took a lot of calculation to get these values.

In general, the problem of determining the overall probabilities is
intractable (NP-hard).

In special cases (trees), there are nice algorithms.

But we won't get in to that.
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INFERENCE

Suppose we do some sort of test and decide that B definitely has
the value b,.

We want to revise our net by moving to the subspace of S given by
the event B = bs.

’ point ‘ prob | point ‘ prob ‘
(alyb2acl) 0 (a2,b2,C]_) 0
(31,b2,C2) 1 (a2,b2,C2) 0
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INFERENCE, CONTINUED

A _B
100% al 0% b1

~N S

C
0% (o]

This kind of inference is found in the Chest Clinic slides.
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THE INFERENCE PROBLEM FOR BAYESIAN NETS

Given a Bayesian Net G over the space S, some variable X, and
some x € V(X),

compute the Bayesian net for G over the new space S|(X = x).
The way we presented things, one would have to compute the
whole joint distribution. There are better algorithms, especially if
the net looks like a tree. A lot of work has gone into this area, and
this is part of what is behind the implementations.

But the overall inference problem above is intractable. Probably
there cannot be efficient algorithms that work in all cases.
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SETTING UP A BAYESIAN NET: A VERY SIMPLE
EARTHQUAKE SCENARIO

We start with a house in San Francisco.

Earthquakes often cause the burglar alarm to go off
Actual burglaries also do this, but there can be false alarms.
Burglaries and earthquakes happen independently.
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SETTING UP A BAYESIAN NET: A VERY SIMPLE
EARTHQUAKE SCENARIO

We start with a house in San Francisco.

Earthquakes often cause the burglar alarm to go off

Actual burglaries also do this, but there can be false alarms.
Burglaries and earthquakes happen independently.

Our sample space S is intended to be “all situations at the house”
We have random variables on S as described above:

A, B, and E.

Each has two values: yes or no



The wrong way:

What is wrong here

A

\/

E

B

(o> <Fr «=»

«E>»

DA
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SETTING UP A BAYESIAN NET

The wrong way:

A B
E
This representation would commit us to A and B being

independent!
More concretely, it would have

Pr(A = no) = Pr(A = no|B = yes).

And this seems crazy.
Try to draw the right way.



The right way:

B\/

We are thus committed to B and E being independent.

«O» «Fr « =>»

« =

DA



SECOND UNIT OF Q520: PROBABILITY

SETTING UP A BAYESIAN NET

Suppose we add a new variable L: someone is lurking at the house:
What are the different commitments below?

/B\A/E L\/
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SETTING UP A BAYESIAN NET

The following is one of Pearl’s Earthquake scenarios.

You have a new burglar alarm installed.

It's pretty reliable about burglaries, but sometimes it reponds to
earthquakes.

Two separate neighbors, John and Mary, promise to call when they
hear it. But

* John usually calls when he hears the alarm, but
sometimes he confuses it with your phone.

* Mary listens to loud music and sometimes misses
the alarm. She’s pretty reliable when the music is off.

* Neither of them is aware of the connection of the
alarm and earthquakes.

Draw the dag, and make up numbers for the tables.
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THE EARTHQUAKE EXAMPLE

B E
NS
P A
NN
J M

The important things to get right are the conditional independence facts. For
example,

B is independent of E. (Hence E is independent of B.)

M is independent of E, P, and J, given A.

(Of course, all of these are debatable.)

Many other pictures are possible. The fewer arrows, the better.

Courses on Bayesian nets present algorithms for this sort of thing, and study
this matter further.



SECOND UNIT OF Q520: PROBABILITY

SETTING UP A BAYESIAN NET

Possible causes of George's being late for work include an alarm clock that
failed to go off (A), heavy traffic on the way to work (T), or a car that won't
start (C).

If the alarm clock doesn’t go off, there is a 65% chance George will be late for
work (L).

If there is heavy traffic on the way to work, there is an 80% chance George will
be late for work. If his car won't start, there is a 90% chance George will be
late for work. If none of these events happens there is a 10% chance George
will be late for work.

There is a 5% chance that George's alarm clock will fail to go off, a 15%
chance of heavy traffic on the way to work, and a 10% chance that George's
car will not start.

Is it reasonable to assume that A, T, C are independent and operate
independently as causes of L? Why or why not?

Assuming that A, T, and C do operate independently as causes of L, find the
Bayesian net.
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THE Noisy OR

Getting back to the first example, to flesh things out we would
need tables. Often one doesn't really have all the experience with
all the possibilities.

For example,

V(B) = {bl, bg}, V(E) = {el, 62}, V(A) = {31,32}.

The idea is that a; should be “yes” and a; should be “no”, and
similarly for b and c.

And A should behave like ‘B or E'.

Pr(el\bl, e1) = 1, Pr(ellbl, b2) = 1,

Pr(ei|b2, e1) =1, Pr(e1|b2, e2) = 0.

One can also do a leaky version of this.
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THE STRORY

Getting back to the earthquake example.
Suppose Mary is in her office.
Her husband calls to say that A happened.
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THE STRORY

Getting back to the earthquake example.

Suppose Mary is in her office.

Her husband calls to say that A happened.

Mary then should run home, because the probability of B has gone
up.
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THE STRORY

Getting back to the earthquake example.

Suppose Mary is in her office.

Her husband calls to say that A happened.

Mary then should run home, because the probability of B has gone
up.

She hears on the radio that E occurred.
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THE STRORY

Getting back to the earthquake example.

Suppose Mary is in her office.

Her husband calls to say that A happened.

Mary then should run home, because the probability of B has gone
up.

She hears on the radio that E occurred.

Now E ‘“explains B away".
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THE STRORY

Getting back to the earthquake example.

Suppose Mary is in her office.

Her husband calls to say that A happened.

Mary then should run home, because the probability of B has gone
up.

She hears on the radio that E occurred.

But then a friend calls to say that L.
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THE STRORY

Getting back to the earthquake example.

Suppose Mary is in her office.

Her husband calls to say that A happened.

Mary then should run home, because the probability of B has gone
up.

She hears on the radio that E occurred.

But then a friend calls to say that L.

So now B is again more likely.



SECOND UNIT OF Q520: PROBABILITY

COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

We have A, B, E, and L.

We get a set W of 16 worlds:

(al, bl, €1, /1), ey (32, b2, €, /2).

These are very similar to the artificial Bayesian nets that we have

already seen!

Instead of giving the rest of the structure probabilistically, we give
it in a more categorical way.

We write down our assumptions (beliefs) in logic notation, and we
interpret these by subsets of the set W.
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

One simple sentence is A.

It is intended to represent that the alarm went off.

[A] =

(a1, b1, e1, h), (a1, b1, e1, k), (a1, b1, e, 1), (a1, b1, &2, 2).
(a1, b2, e1, h), (a1, b2, e1, b), (a1, b2, €2, ), (a1, b2, €2, I2).
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

One simple sentence is —A.

It is intended to represent that the alarm did not go off.
[-Al =

(a2, b1, €1, ), (a2, by, €1, k), (a2, b1, €2, h), (a2, b1, €2, b).
(a2, b2, €1, 1), (a2, ba, €1, k), (a2, b2, €2, h), (a2, b2, €2, h).
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

More interesting is E — A.

If E, then A.

[E — A] = the worlds where either E is false, or A is true.
These are

(a1, b1, e, h), (a1, b1, e, b), (a1, b2, e2, h), (a1, b2, €2, ).
(32, bl, €, /1), (a bl, €, /2), (a b2, €, /1) (a bz, €, /2).
(al, bl, €1, /1), (31, bl, €1, /2), (31, bl, €, /1), (31, bl, €2, /2).
(31, b2, €1, /1) (31, b2, €1, /2) (31, b2, €, /1) (81, bg, €2, /2).
This notion of “if" is problematic!

(Some worlds are listed more than once.)



Our overall beliefs:
E— A

B— A

Can you think of any others?

«O>r «Fr «=>»

«E»
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

Our overall beliefs:

E—A

B— A

Can you think of any others?

We then learn A. Which worlds are left?
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

Our overall beliefs:

E— A

B—A

Can you think of any others?

We then learn A. Which worlds are left?

Then we learn E. Does =B follow? That is, is

[E — Al N[B — Al N [A] N [E] € [-B]?



What can we do about it?

«O>r «Fr <
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

What can we do about it?

One possibility is to add =(E A B) as another piece of general
background knowledge

[E — Aln[B — AlN[A]I N [E]N[—(E A B)] € [-B]

In words, the assumptions

E—AB—AAE,—-(EANB)
logically imply =B
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COMPARISON WITH A TREATMENT USING
BARE-BONES LOGIC

The problem now is that we also would want L — B.
And then
E—AB—AAE-(EAB),L

are inconsistent: the intersection has no worlds
and technically, everything follows!
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THE FACTORIZATION FACT FOR BAYESIAN NETS

Let G be a Bayesian Net over §S.
Write the nodes of G as X1, ..., X,.
Then the joint distribution factors in a special way:

Pr(Xe,....Xa) =[] Pr(X|e(X)).

XeG
This is one of the first points in checking that the tuple
construction really gives a Bayesian net.
| am not going to present the whole proof, or any other proofs
about Bayesian nets, for that matter.
But | do want to do this one, as an example of using ideas from
graph theory, and also to review conditional independence.
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THE ANCESTRAL ORDERING OF A DAG

Take a dag G, and list the vertices in a special way.

(1) List any node with no parents.
(2) Then drop this from the graph and go to step (1)
on this smaller graph.

Every node preceeds all its children in this listing.
So the parents of each node come before it in this listing.
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EXAMPLE: THE ANCESTRAL ORDERING OF A DAG

Look at the Chest Clinic example.

A F
| PR
B E G
N S
C
PN
D H

Suppose that whenever we have a choice in step (1), we use the
first possible letter in alphabetical order. Our list would be:

A F,B,E,G,C,D,H.
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PROOF OF THE FACTORIZATION FACT FOR
BAYESIAN NETS

List the nodes in an ancestral order as Xy, ..., X,.
By the Chain Rule, Pr(Xi, ..., X,) equals

PI’(Xl) . Pr(X2|X1) . Pr(X3|X1, X2) s
. PI’()<,,|)<17 e 7Xn—1)

For each i, the list Xi,..., X;_1 contains all of X;'s parents, and
all the other nodes on it are non-descendants of X;.

But Xi,...,X;_1 probably will not contain all of the
non-descendants of X;.



SECOND UNIT OF Q520: PROBABILITY

PROOF OF THE FACTORIZATION FACT FOR
BAYESIAN NETS

By conditional independence,
Pr(X,-|c(X,~) U a(X,-)) = PI’(X,'|C(X;)),

and with a little more work
(quite like what you did on your homework)
we have

Pr(X,-\Xl, . ,X,'_l) = PF(X,"C(X,')).
Thus

Pr(Xe,....X,) =[] Pr(X|c(X)).
XeG
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WHAT THIS SHOWS

We have sketched a proof that if one defines a probability space
using tables, then the joint distribution factors in the way we would
want.

This is the first step in showing that the tables really do define a
Bayesian net.

In your homework, you go further (but with a concrete simple dag).
The further proofs are basically sophisticated versions of what you
are doing.
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SOME FINAL COMMENTS

Incidentally, work on Bayesian nets involves the following
mathematical areas:

* probability theory

* algorithms (to make it all work on a computer)

* graph theory (to study the ancestral order, etc.)
We are going to return to the topic at a few points later on,
especially to compare it to other modeling techniques,
and also say something about the matter of learning the

probabilities from data,
and about learning the structure from data.



SECOND UNIT OF Q520: PROBABILITY

How IT HAS BEEN USED

Pathfinder

A diagnostic system for lymph-node diseases.

60 diseases, 100 symptoms, 14,000 probabilities.

Experts made the net:

8 hours for getting variables, 35 for the structure, 40 for the tables.
Outperforms world’s experts in diagnosis.
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A DIFFERENT DIRECTION USING PROBABILITY

There are 22 people in the room.

Suppose that ever pair of people know each other with probability
1/2, and that that this is independent over all pairs.

We can make a graph with nodes 1,2,...,22 and with an
undirected edge from / to j if i knows j.

(We are going to assume that “knows” is symmetric, and also
ignore self-knowledge.)

What can we say about the graph?

The assumptions are way too simple, but this kind of thing is
studied in complex systems, an active field here.
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WOULD YOU TAKE MY BET?

Would a random graph on 22 nodes defined like this have the
following property, or not?

Every two distinct nodes have a common neighbor?

If Yes, you give me $ 1.

If No, | give you $ 1.
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WOULD YOU TAKE MY BET?

Would a random graph on 22 nodes defined like this have the
following property, or not?

Every two distinct nodes have a common neighbor?

If Yes, you give me $ 1.

If No, | give you $ 1.

As it happens, for 22, the bet is probably fair.

(I'm not exactly sure, and as we'll see, the numbers are not so easy
to get.)

But if we change 22 to 32, then the bet is massively tipped in my
favor.
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A PROBABILITY SPACE

S is the set of all graphs whose nodes are 1,2,...,22.

This is a huge set, and nobody would/could ever draw it all out.
Here's a random variable:

Xi2 =true if 1 and 2 are neighbors, false if not.

More generally, for i # j,

Xi.i =true if i and j are neighbors, false if not.
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A PROBABILITY SPACE

We also want
Y: i =true if i and j have a common neighbor, false if not.
Try to find Pr(Y;; = true) and Pr(Y;; = false).
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A PROBABILITY SPACE

We also want

Y: i =true if i and j have a common neighbor, false if not.
Try to find Pr(Y;; = true) and Pr(Y;; = false).

Pr(Y;; = false) = (.75)%.

So Pr(Y;; = true) = 1 — (.75)%°.
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A PROBABILITY SPACE

We want
Pr(ﬂ( Y;j = true).
i
It will be easier to get a handle on the failure probability

Pr(U(Y,-J = false).

i

Note that when / and j are different, these events are not independent.
But, this sum is <

> Pr((Yi) = false).
ij
How many pairs i and j with i # j are there?
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A PROBABILITY SPACE

We want
Pr(ﬂ( Y;j = true).
i
It will be easier to get a handle on the failure probability
Pr(U(Y,-J = false).
i

Note that when / and j are different, these events are not independent.

But, this sum is <
> Pr((Yi) = false).
ij

How many pairs i and j with i # j are there?

(22 x 21)/2)

So the failure probability want is

<132 % (.75)2° = 733

And thus the success probability is > .267.



With n people, the failure probability is

n(n—1)

.7 n—2
5 5
And as n — oo, this tends to 0.

«O>» «F»r « >

« =

DA
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A DIGRESSION/WARMUP

A closed box has 10 balls. Some are black and some are white, but
neither you nor | know how many of each there are. We sample
the box 100 times, replacing the ball each time and shaking things
around. We get 72 black balls and 28 white balls. | would be
willing to bet that the box has 7 black balls and 3 white balls. In
fact, I'd bet $2 to $1 on it. That is, I'd give $2 if I'm wrong, and
you only have to give me $1 if I'm right. Would you take my bet?
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THE REASONING, CONTINUED

The problem of the number of balls is hard because it has to be an
integer: 7 or 8.

Let's forget this, and think of a simpler situation where we have
100 repeated trials of a Bernoulli process p. We don’t know p, but
we try it 100 times and get 72 successes. What value of p
maximizes the likelihood of this?

We consider

fp) = ( o > p? (1-p)*.

Some work which we will do later in the semester shows that the
maximum happens when p = .72.

[This .72 is 72/100. It is the relative frequency: the ratio of
observed successes to trials.]

We also will need to know quite a bit more to tackle the problem
of whether one should take the 2-to-1 bet.



